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Is 2011 the year of change? 
• As users are being empowered with many types of access devices 

four important aspects are emerging 
• Things are distributed 

– Data, applications, sources are all over, need for federated identity 
management, secure communications, master data management 

• Things are decoupled 
– Data representation is being decoupled from data access. Software 

layers can be addressed separately. Application interfaces no longer 
need to be tied to physical interfaces. 

• Analytics everywhere 
– Since everything from keystrokes to consumer behaviour can now be 

tracked and studied, analytics will become the super-tool with which 
to drive more agile and effective decision-making. 

• New data ownership landscape 
– Tightening regulatory frameworks will drive a new approach to data 

ownership and life cycle management of data. 
– Requirement to purge all occurrences of data across all systems when 

you get rid of a customer 

See the Accenture Technology Vision 2011 



The data, information, knowledge 
relationship 

• In order to intelligently discuss information 
systems we have to fundamentally understand 
the terminology and vocabulary that is used. 

• Failing to do this opens the door for 
misunderstanding and disappointment, and huge 
financial losses.  

• Data is the plural of datum 
– A datum is a domain specific, primitive, stationary 

reference point. 

• Consider a large data collection that remains 
stationary for our lifetimes. 



Data: A collection of domain specific, 

primitive, stationary reference points  



Knowledge: The ability to construct 

and evaluate search patterns. 



Information: Data in 

context, data that has 

responded to a search 

pattern 
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Determining the correct dataset that will support the 

enterprise is a complex task!  

See if you can NOT see the stars  

of the Southern Cross! 
Knowledge => search pattern  

=> match pattern to  Data  

=> Information 



The Data Food Chain 

• Data, as the atomic domain specific stationary 
descriptors, are used to describe the state and 
extent of the domain.  
– ( Answers the question “What am I doing”) 

• Knowledge about the domain, and requirements 
to alter the state of the domain, determines the 
search patterns and the evaluation of matches. 
– (Answers the question “What should I be doing”) 

• Information is the result of data that has 
responded to a search pattern.  
– (Answers the question “What will I be doing”) 

 



The data food chain 

Knowledge 

Data 

Information 



Data Features 

• Data has a domain of validity 

– Data element Daysofweek can only have Sunday, 
Monday, Tuesday, Wednesday, Thursday, Friday and 
Saturday as valid elements 

• Data only supports four primitive operations 

– Create: generate a new data entry 

– Reference: refer to a data value without changing it 

– Update: change the value of data 

– Delete: remove the existence of a data value 



What is the state of your data? 

• Data are the most important enterprise asset 

– What about money?  

• How do you record your money? Probably in data! 

• As an asset it should be under an asset 
management regime. 

• What about applying the normal asset lifecycle 
management to data? 

– Plan, acquire, implement, use, maintain, retire, 
dispose? 

 



Why Master Data Management? 
• The complexity of modern enterprises provides many opportunities 

for the creation of disparate data. 
• Think of people data, where is it used? 

– HR 
– Payroll 
– Access control 
– Medical 
– Manufacturing 
– Maintenance 
– Space occupation 
– Vendor 
– Client 

• Which is the master source, which are subscriber sources.  
• What are the synchronisation mechanisms in the master source, 

and the subscriber sources? 
• The enterprise data model, complex as it is, is under constant 

pressure to change, adapt, stretch, embrace, assimilate: in short 
there is a continual requirement to extend and add complexity to 
the data model. 

 



Does Data Require Management? 

• The enterprise data model is becoming more 
complex as the enterprise borders become more 
opaque. 

• All closed complex systems are subject to the 
second law of thermodynamics that states that 
the only naturally occurring processes in closed 
systems results in a lowering of energy and an 
escalation or entropy or disorder, or chaos. 

• This law was stated by Lehman, in terms of 
information systems, in the middle 1970s, and 
promptly forgotten, but the law did not forget us! 
 



In Simple Terms 

• Start with a complex system with known Entropy 
E and introduce a small change over time 

•
Δ𝐸

Δ𝑡
∝  𝐸 

• Now introduce a proportionality constant k. 

•
Δ𝐸

Δ𝑡
= 𝑘𝐸 

• In the case of infinitesimal changes in the 
variables this can be written as: 

•
𝑑𝐸

𝑑𝑡
= 𝑘𝐸 

 



Some more symbols 

• Group terms and integrate both sides. 

•  
𝑑𝐸

𝐸
=  𝑘 𝑑𝑡 

• The equation then becomes 

• ln 𝐸 = 𝑘𝑡 + 𝐶 

• Where C is an arbitrary integration constant. 

• Raise both sides to the power e. 

• 𝐸 = 𝑒(𝑘𝑡+𝐶) 

 



Yet More Symbols 

• Collecting the terms this can be rewritten as 

• 𝐸 =  𝑒𝐶 . 𝑒𝑘𝑡 
• Now introduce the constant B 

• 𝑒𝐶 = 𝐵 
• Hence we have the equation 

• 𝐸 = 𝐵𝑒𝑘𝑡 
• But at t=0  we have   𝑒𝑘0 = 𝑒0 = 1 
• Hence we have the initial value 

• 𝐸0 = 𝐵 
• From which we can now write the full equation 

• 𝐸 =  𝐸0𝑒
𝑘𝑡 

 



What Does 𝐸 =  𝐸0𝑒
𝑘𝑡 Mean? 

• The initial entropy, chaos in the data resource at 
time = 0, is given by the term 𝐸0 

• Thereafter the entropy will rise by a time 
dependent term given by 𝑒𝑘𝑡 
– Note that whilst the above equation denotes the 

change, the rate of change is given by the first 
derivative which is given by 𝑘𝑒𝑘𝑡 

– As change accelerates the rate of change increases. 

• So we get something for nothing 
• Except that the something is something very bad! 
• What about constraints? 



What does it look like? 
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How much Chaos can you handle? 

• There comes a point where you spend so 
much time fixing the data that you do not 
have time to use the data. 

• This is known as the limit of maintainability. 

• Whilst this is a hard measure you could find 
that the users have lost all trust in the data 
long before this, hence you could reach an 
unsustainable limit much earlier. 



Limit of Maintainability 
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Implications 

• If left to themselves the enterprise data 
resource will descend into chaos over time. 

• It takes energy, time, money, to simply 
maintain the state of the enterprise data 
resource. 

• Data resources have to be life cycle managed. 



Business Rules 
(Why) 

 
 
 
 
 
 
 
 
 
 
 
 
 

How are data created? 

The business rules represent 
 the constraint set that governs  
the execution of the business  

processes  



Business Rules 
(Why) 

 
 
 
 
 
 
 
 
 
 
 
 
 

Business Process 
(How) 

 
 
 
 
 
 
 
 
 
 
 

How are data created? 

The business processes represent  the  
business rule compliant execution  

of the value adding business  
transformations 



Business Rules 
(Why) 

 
 
 
 
 
 
 
 
 
 
 
 
 

Business Process 
(How) 

 
 
 
 
 
 
 
 
 
 
 

How are data created? 

Competency 
(Who) 

 
 
 
 
 
 
 

The competency requirements  
determine the proper way to  
execute the business process  

and use the supporting technology  



Business Rules 
(Why) 

 
 
 
 
 
 
 
 
 
 
 
 
 

Business Process 
(How) 

 
 
 
 
 
 
 
 
 
 
 

How are data created? 

Competency 
(Who) 

 
 
 
 
 
 
 

Systems and Technology 
(Where) 

 
 
 

The tools that we buy.  
Only when the preceding three 

aspects are in place can we expect 
proper use of these tools 



Business Rules 
(Why) 

 
 
 
 
 
 
 
 
 
 
 
 
 

Business Process 
(How) 

 
 
 
 
 
 
 
 
 
 
 

How are data created? 

Competency 
(Who) 

 
 
 
 
 
 
 

Systems and Technology 
(Where) 

 
 
 

Data 
(What) 

Quality data is the goal 



Event 
(When) 

Events are time dependant anomalies  
that cause changes in the current state  

Business Rules 
(Why) 

 
 
 
 
 
 
 
 
 
 
 
 
 

Business Process 
(How) 

 
 
 
 
 
 
 
 
 
 
 

How are data created? 

Competency 
(Who) 

 
 
 
 
 
 
 

Systems and Technology 
(Where) 

 
 
 

Data 
(What) 



Event 
(When) 

Business Rules 
(Why) 

 
 
 
 
 
 
 
 
 
 
 
 
 

Business Process 
(How) 

 
 
 
 
 
 
 
 
 
 
 

The Data Quality Causal Chain 

Competency 
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Systems and Technology 
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(What) 



Causal Relationships in Data Quality 

• The Business Rule provides the containing structure for the 
Business Process 

• The Business process gets the work done and sets the 
Competency requirements 

• The Competency requirements allows for the deployment of a 
System 

• The System will generate DATA 

• All of the above is Event driven 
–  each event will have as set of rules, processes, competency 

requirements, systems requirements and will generate the associated 
data. 

• The above is a set of absolutely causal links in the DATA 
QUALITY CHAIN. 

• Violate any of these, get unskilled users to make up their own 
rules and use any process for instance, and you WILL GENERATE 
DUFF DATA! 



Event 
(When) 

Business Rules 
(Why) 

 
 
 
 
 
 
 
 
 
 
 
 
 

Business Process 
(How) 

 
 
 
 
 
 
 
 
 
 
 

Data Quality Risk Domains 

Competency 
(Who) 

 
 
 
 
 
 
 

Systems and Technology 
(Where) 

 
 
 

Data 
(What) 

D
at

a 
q

u
al

it
y 

ri
sk

 d
o

m
ai

n
 

D
at

a 
q

u
al

it
y 

ri
sk

 d
o

m
ai

n
 



The data interoperability challenge 

• If we consider the previous example of people data: 
– HR – staff number, biographics 
– Payroll – rate and scale 
– Access control - biometrics 
– Medical – blood group, allergies 
– Manufacturing – team membership 
– Maintenance – skills and competence 
– Space occupation – office space 
– Vendor – welds burglar proofing in spare time 
– Client – buys at company store 

• What happens if each of these attributes are supported 
by a different application? 
 



What are Master data? 

• Master data are those core objects used in the 
different applications across the organisation, 
along with their associated metadata, attributes, 
definitions, roles, connections and taxonomies. 

• Those “things” that matter most, the “things” 
that are 

–  logged in transactional systems,  

– measured in reporting systems and  

– analysed in analytical systems. 



Scope of the requirement for MDM 
• Consider the SCOR model for supply chain  

management 

• Stretches from your supplier’s supplier to your 
customer’s customer, inside or outside of your 
enterprise 



Master Data Characteristics 
•  Master data are data shared across applications in the 

enterprise.  
• Master data are the dimension or hierarchy data in 

data warehouses and transactional systems  
• Master data are core business objects shared by 

applications across an enterprise  
•  Slowly changing Reference data shared across systems 
• Common Examples/Applications  

* Product master data  
* Product Information Management (PIM)  
* Customer master data  
* Customer Data Integration (CDI) 
 



Master Data are Reference Data 

• Master Data changes slowly 
– Since MDM is primarily conserved with reference 

data - e.g. customers, products and stores - and 
not transactional data - e.g. orders - there is much 
less data to be managed than a traditional data 
warehouse.  

• Real time master data management 
– Where the class of ETL tools are batch oriented  

it could be possible to manage master data in  
real-time with a different class of tools.  



Data Interchange with the MDM 
environment 

Consolidation Platform 

Master data 
Repository 

Data sharing 
<? Xml ?> 

Application datasets 



The Consolidation Platform 

• This looks very much like the ETL layer in Data 
warehousing. 

• Main features: 
– Data extraction and consolidation 

• Core master attributes extracted 

– Data federation 
• Complete master records are materialised on demand from 

the participating data sources 

– Data propagation 
• Master data are synchronised and shared with participating 

sources  

 

 

 



Key Consolidation Issues 

• What are the similarity thresholds? 
• When do you merge similar records? 
• What are the constraints on merging of similar 

records? 
• Would the consolidated data be usable by subscriber 

sources? 
• Which business rules determine the master dataset, 

survivorship rules? 
• If the merge was found to be incorrect, can you 

unmerge? 
– How do you apply transactions against the merged entity 

to the subsequently unmerged entity when the merge is 
undone? 

 
 
 



Ownership and Rights of Consolidation 

• Licensing arrangements 
– Data may be subject to ownership criteria. 

• Usage Restrictions 
– Data free to be used but restricted to a specific purpose 

• Segregation of information 
– Data could be subject to audit rules of legislation or 

“sensitive” and thus confined to a specific environment 

• Obligation on termination 
– Data may have to be destroyed on termination 

• Requires maintenance of temporal characteristics 

• Requires selective rollback capability 

 

 



Synchronisation – Same Data to Everyone 
• Timeliness 

– The maximum time it takes for master data to propagate across 
the environment 

• Currency 
– The degree of data “freshness” – update times and frequency 

with “expiration” of data 

• Latency 
– Time delay between data request and answer 

• Consistency 
– The same view across systems 

• Coherence 
– The ability to maintain predictable synchronisation and 

consistency between copies of data 

• Determinsim 
– Non variance when the same operation is performed more than 

once 

 



Conceptual data sharing models 

• Registry data sharing 

– Identifying attributes of subscriber sources are shared 

– Fast way to synchronise data, high timeliness and 
currency 

– Variant copies of records representing the same 
master data may exist, hence low consistency and low 
coherence 

– Because the consolidated view is created on demand 
to access, requests may lead to different responses, 
low determinism 

 

 

 



Registry data sharing 
 

Attribute registry Subscriber sources 

Timeliness – High 
Currency – High 
Consistency – Low 
Coherence – Low 
Determinism - Low 



Repository Data Sharing 

• The establishment of only one reference data 
source 

– Updates are “immediately” available to all 
subscriber systems – timeliness, currency and 
consistency are high 

• Careful here, especially in distributed systems 

– Only one data source, thus high coherency 

– All changes subject to the underlaying protocols 
thus high determinism 

 

 



Repository Data Sharing 

Master  
data 

repository 

Service 
layer 

Ireland 

Greece 

Baltimore 

Osaka 

Applications 

Timeliness – High? 
Currency – High? 
Consistency – High 
Coherence – High 
Determinism - High 



MDM and SOA 

• A match made in heaven! 

• Note service layer in previous example. 

• And more to come. 



Addressing the Repository Latency 

• When you use distributed systems the latency 
to refresh data could be a hindrance. 

• This could be overcome by adoption of the 
virtual cache model. 

• Local copies of master data kept at 
application. 
– Communication and storage overhead 

• Synchronisation can be enforced on an  
“as required” basis. 

 

 



Virtual Cache Model 

Master Data 

Application Data Application Data Application Data 

Persistent copy 

Local data copies are written back to the persistent version based on coherence protocols 



Coherence Protocols 
• Write –through 

– Subscriber sources are notified on new copies of master data in 
order to refresh local data before usage. 

• Write-back 
– Local copy of data written back to master data  

• No notification to other subscriber sources 

• Refresh notification 
– Updated master records leads to notification that local data are 

“stale” or inconsistent 
• Application can determine update strategy 

• Refresh on read 
– Local copies of data can be refreshed when reading or 

modifying attributes 



More on MDM and SOA 
• MDM addresses the way in which application supports 

business objectives, SOA supports this through functional 
abstraction 

• Inheritance model for core master object types captures 
common operational methods at the lowest level 

• MDM provides the standardised services and data object 
that SOA requires in order to achieve consistency and 
effective use 

• Commonality of purpose of functionality is associated with 
master objects at the application level. 

• Similarity of application functionality suggests 
opportunities for re-use 

•  The services model reflects the master data object life 
cycle in a way that is independent of any specific 
implementation decisions. 
 
 
 
 



How do you start with MDM? 
• Do not get fixated on the technology, this is 

the least of your problems 

– All major vendors have MDM repository offerings 

• Take an incremental approach and start off by 
first obtaining Business Support 

– This is a very important requirement. MDM 
addresses the Business Need for consistent data, 
consistent reports and consistent decisions and 
hence the efforts should be Business directed 



How do we establish MDM? 

• Firstly define the data quality attributes 
– Completeness 

• All aspects, attributes, are covered 

– Standards based 
• Data conforms to (industry) standards 

– Consistent 
• Data values are aligned across systems 

– Accuracy 
• Data values reflect correct values, at the right time 

– Time stamped 
• The validity framework of data is clear 

 



MDM is a Business Journey  

• Identify the Mater data Sources 
• Identify the producers and consumers 
• Collect and analyse the meta data about the 

master data 
• Appoint Data Stewards 
• Instantiate a data governance council with the 

means to oversee a data governance program 
• Develop the master data model, segment along 

business lines but maintain consistency 
• Choose a toolset 

 



Event 
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Data Stewards as Risk Managers 
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Along the way 

• Test both merge and unmerge capabilities of the 
toolset 

• Consider business rule, business process and 
competency and system modifications to limit the 
production of duff data 
– Build data quality management into the business and 

integration processes. 

• Remember to implement maintenance 
procedures to ensure continual evolution of data 
quality 



Back to Analytics 
• It is better to guess than to make decisions based on poor 

quality data 
– When you guess you make allowance for the fact that you are 

guessing. 

• Data and information are different 
– Understand that data modelling presents an OR function 

• One fact in one place once only 

– Information presents an AND function 
• Building composites from many primitives 

• What does this mean when your data is all over? 
– In the cloud 
– In the data centre 
– With partners and collaborators 
– Free form and unstructured 
– Social site content 
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What about Security and Privacy? 

• Security is an issue at every transition across a 
boundary, whether this is a logical or physical 
boundary, security has to be considered and a 
suitable protocol implemented. 
– New challenges in a distributed data paradigm. 

• Privacy goes beyond this, in addition to the 
above, due care has to be taken to ensure that 
privacy breaches cannot be constructed by 
untrammelled data access. 
– New data delineation requirements in a distributed 

data paradigm. 
 



From Data Quality to Data Utility 
• The concept of data quality will soon give way to the idea of data utility, 

which is a more sophisticated measure of fitness for purpose. 
• We characterize data utility in eight ways: 
• Quality: Data quality, while important, will be one of the many dimensions 

of data utility. 
• Structure: The mix of structured and unstructured data will have a big 

impact, and will vary from task to task. 
• Externality: The balance between internal and external data will be 

important, with implications for factors such as competitive advantage 
(external data may be less trustworthy, yet fine for certain analysis or 
tasks). 

• Stability: A key question is how frequently the data changes. 
• Granularity: It is important to know whether the data is at the right level 

of detail. 
• Freshness: Data utility can be compromised if a large portion of the data is 

out of date. 
• Context dependency: It’s necessary to understand how much context 

(meta-information) is required to interpret the data. 
• Provenance: It is valuable to know where the data has come from, where 

it has been, and where it is being used. 



The New Reality 
• Data is elevated to the new business platform 
• Data will be distributed all over 

– Much of it unstructured 
• Social media becoming very important 
• Data ownership will require a new data life cycle management 

regime 

• Analytics will include large amounts of external and 
unstructured data. 

• Master Data Management will become more important 
as data becomes more distributed 

•  An increasing focus on Data Utility 
– Establish measures and mechanisms to cope with Good 

Enough data 

• Not managing your data will result in the destruction of 
your data resource 
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Discussion? 


